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Purpose 

This document formally introduces the concept of cognitive bias into the regular professional 
vocabulary of political operatives. It also  explores possibilities for the inclusion of strategies and 
practices that account for, and try to circumvent, common mistakes or errors in judgment in 
political advertising and communications, both by those who practice it and those who receive the 
product. To that end, I seek to explain the heuristics employed as a result of the cognitive bias 
phenomenon. These heuristics act like seemingly logical information processing shortcuts, but they 
cause human beings to make errors in judgment.  1

 
As a critical component of working towards a political communications practice that can overcome 
cognitive bias, I also explore the systemic attendant risk presented by computational propaganda 
methods currently deployed in American elections. Finally, I suggest some practical methodologies 
to employ that, while they represent a shift in traditional campaign strategic thinking, represent the 
best path for mitigating the risk of computational propaganda in the short-term and for overcoming 
cognitive bias in voting populations in the long term. 

1 I am going to paraphrase extensively from the following paper as the core underpinning of this entire exercise, so 
feel free to read it in the original form: Judgment under Uncertainty: Heuristics and Biases. Amos Tversky; Daniel 
Kahneman. Science, New Series, Vol. 185, No. 4157. (Sep. 27, 1974), pp. 1124-1131. 
https://people.hss.caltech.edu/~camerer/Ec101/JudgementUncertainty.pdf 
 

https://people.hss.caltech.edu/~camerer/Ec101/JudgementUncertainty.pdf


Types of Cognitive Bias  2

For the purpose of beginning from a common point of understanding, below you will find a general 
introduction to the types of cognitive bias relevant to this work. 
 

1. Availability 
“Availability” describes the ease with which an idea can be brought to mind, or the act of a 
human estimating how likely or frequent an event is.  People tend to overestimate the 
likelihood of dramatic, vivid events, like terrorism or tornadoes, because they have become 
familiar with the concepts through vivid stories in cultural transmission or, more 
specifically, mass media.  
 
Highly publicized events have a higher “availability” to the average person because vivid 
stories are more powerful in creating presumptive causal relationships or in estimating risk 
than are statistically true but comparatively mundane facts. Therefore, people fear dying in 
terrorist attacks or plane crashes more than dying from diabetes or falling off a ladder at 
home, even though the latter examples are far more statistically likely to occur.  
 
People falsely believe that a vivid, dramatic, wildly unlikely thing is more likely to happen to 
them because it is easier for them to imagine, especially if it is a story they’ve been told by 
mass media or pop culture - they can picture it happening to them and, in the event that it 
does, they imagine they know the precise and certain outcome. 
 

2. Representativeness  
Generally, an example of magical thinking, or of using a prototypical example to stand in for 
population (the ecological fallacy) - I see a thing, and I imagine every other thing in this 
category is exactly the same; or, like goes with like; or, an effect should resemble its cause. 
This happens because heuristic shortcuts in human judgment break (or, more properly, 
wholly disregard) the laws of probability. 
 

a. Ignorance of Base Rate 
Because people cannot generally imagine the base rate of occurrence of any given 
event correctly (or seek to learn what it is), they commonly overestimate the base 
occurrence rate of rare events or qualities, and underestimate the frequency of 
common events or qualities.  
 
Another aspect of this kind of error is to use similarity against prototype to 
overestimate similarity. So, for example, if you see two ants in two days and both are 
red, you assume all ants are red (also an example of "recency bias"; one may ask 
individuals if they saw more black ants than red ants when they were children to 
undercut this kind of bias).  
 
Without context,  our ant example seems a little silly, but when framed in the normal 
context of ignoring base rates - in which an individual ignores base rates and other 

2 We are using a limited set of Cognitive Biases for this exercise, but if you want to explore the subject more deeply, 
this is not a terrible place to start: https://en.wikipedia.org/wiki/List_of_cognitive_biases  

https://en.wikipedia.org/wiki/List_of_cognitive_biases


evidence in order to fit a preferred narrative - it makes sense. This facet of 
representativeness combined with availability is how we ended up with the Fake 
News phenomenon. 
 

b. Conjunction / Disjunction Fallacy 
This is how people arrive at false correlation / causation relationships - they assume 
that multiple specific qualities are more likely than a single general quality,  even 
though this situation can never logically be true.  
 
The most famous example of this is the “Linda Problem” posed by Danny Kahneman 
and Amos Tversky, who created the field of behavioral economics: 
 
“Linda is 31 years old, single, outspoken, and very bright. She majored in philosophy. As 
a student, she was deeply concerned with issues of discrimination and social justice, 
and also participated in anti-nuclear demonstrations.” 
 

Which is more probable? 
 
Linda is a bank teller. 
Linda is a bank teller and is active in the feminist movement. 

 
Whenever this problem is posed in a formal setting, the majority of respondents 
choose option 2. However, the probability of two events occurring together (in 
"conjunction") is always less than or equal to the probability of either one 
occurring alone.  3

 
Tversky and Kahneman argue that most people get this problem wrong because 
they use representativeness in making the judgment or in assessing the informal 
statistical probability. Because of how she is initially described - you could think of 
this as how her characteristics are framed - Option 2 seems more "representative" 
of Linda, even though it is plainly less likely in terms of statistical probability. 
 
 
 

3 "Extensional versus intuitive reasoning: The conjunction fallacy in probability judgment." 
Tversky, Amos; Kahneman, Daniel. Psychological Review, Vol 90(4), Oct 1983, 293-315. 
http://psy2.ucsd.edu/~mckenzie/TverskyKahneman1983PsychRev.pdf  
 
Confidential to other mathletes: This can be proven mathematically. 
P(A&B) <= P(B): A conjunction cannot be more probable than one of its constituents. 
 
Translation: Conditions A & B, when taken together as they are in the middle of the equation, are less probable than 
A or B when taken alone, as in the extremities of the equation, because any case (even an outlier) that contains not-B 
or not-A makes the population of cases larger, and that reduces the overall count or probability of A and B occurring 
together. 
 
So if we go back to our example, this means that if there is a 50% chance that Linda is a bank teller and a 95% 
chance that she is active in the feminist movement, choice #1 has a 50% probability of being true and choice #2 has 
a 47.5% probability of being true (0.5 * 0.95 = 0.475). 
 

http://psy2.ucsd.edu/~mckenzie/TverskyKahneman1983PsychRev.pdf


Without belaboring the point, you can see A) how common this error is, and B) how 
destructive it can be in making good decisions or in attempting to make objective 
judgments. 
 
This also works the other way, in the form of the disjunction fallacy, meaning that 
the disjunction of two events is at least as likely as either event considered 
individually, but people will assign other and / or irrelevant information as relevant 
and make incorrect assumptions. Bar-Hillel and Neter (1993) found evidence of 
representativeness causing the disjunction fallacy in the following example:  
 
People judge a person who is highly representative of being a statistics major (e.g., 
highly intelligent, does math competitions) as being more likely to be a statistics major 
than a social sciences major (superset of statistics), but they do not think that he is 
more likely to be a Hebrew language major than a humanities major (superset of 
Hebrew language). Thus, only when the person seems highly representative of a 
category is that category judged as more probable than its superordinate category. 
These incorrect appraisals remained even in the face of losing real money in bets on 
probabilities.  4

 
c. Ignorance of Sample Size 

This one is fairly simple and extremely destructive: Data is less useful and less 
predictive when it is drawn from smaller sample sizes. Shorter: Anecdotes are not 
the same as data.  
 
For example: if our subject has only ever had one experience with a fan of 
Manchester United FC, but in that one experience the Manchester United fan kicked 
a dog, then our subject may have a dim view of Manchester United fans in general - 
because that story of a Manchester United fan is so easily available to our subject, 
that Man U fan is now representative of all Man U fans, and our subject is ignoring 
the weight his sample size should have in judging the moral quality of all Man U fans.  
 
Notice also the conjunction fallacy and other error heuristics at work in concert with 
representativeness - our subject may believe that it is more likely that all Man U fans 
kick dogs than this one instance is an aberration. This is how we end up at 
arguments like “violent extremists within a given religion are not outliers but are 
instead how everyone in that religion must be.” Multiple specific qualities, disregard 
of sample size, overestimation of rare qualities, etc. all combine to undercut our 
understanding of the real prevalence (likelihood) of outcomes or characteristics  in 
the real world. 
 

d. Dilution Effect 
People tend to undervalue and underutilize diagnostic information when 
non-diagnostic information is also present. This is because, in the judgment process, 
additional irrelevant information weakens the effect of statistical information, or too 
much info ruins pointed data that may actually indicate the truth of a phenomenon.  

4 Bar-Hillel, Maya; Neter, Efrat (1993). "How alike is it versus how likely is it: A disjunction fallacy in probability 
judgments". Journal of Personality and Social Psychology. 65 (6): 1119–1131. 



 
In other words, we must think carefully about the kind of information presented in a 
media report. A stray observation (people that come to the website on the weekends 
read all the way through the About The Candidate page) may weaken a very 
important aspect of the statistical performance assessment (people that come from 
Facebook are more likely to convert and sign up to volunteer for the campaign) and 
cause the recipient of the information to reach an illogical conclusion (we should put 
a volunteer signup form on the About The Candidate page). 
 
This also works in reverse - additional but irrelevant information also weakens the 
effect of a stereotype or a preconceived notion: 
 
Subjects in one study were asked whether "Paul" or "Susan" was more likely to be 
assertive, given no other information than their first names. They rated Paul as more 
assertive, apparently basing their judgment on a gender stereotype. Another group, 
told that Paul's and Susan's mothers each commute to work in a bank, did not show 
this stereotype effect; they rated Paul and Susan as equally assertive. The explanation 
is that the additional information about Paul and Susan made them less representative 
of men or women in general, and so the subjects' expectations about men and women 
had a weaker effect. This means unrelated and non-diagnostic information about a 
certain issue can make relative information less powerful to the issue when people 
understand the phenomenon.  5

 
e. Misperception of Randomness 

People incorrectly expect outcomes to even out probabilistically in the short term, 
and they underestimate the weight or impact of sample size in order to reach a 
probability event horizon.  
 
The easiest example of this: if you tell someone that the outcome of ten coin flips in a 
row, with a fair coin, are the following: 
 

Heads Heads Heads Heads Heads Heads Heads Heads Heads Heads 
 
...and then ask them about the probability of the result of an eleventh coin flip, most 
people will say that it is more likely to come up Tails, even though the probability is 
still a 50 / 50 shot. They think it is “due” to be Tails. Another name for this is the 
Gambler’s Fallacy. 

 
 
 
 

 
 

5  Drawn from an omnibus Wikipedia collection here: 
https://en.wikipedia.org/wiki/Heuristics_in_judgment_and_decision-making | Specifically drawing on themes explored 
first here: Zukier, Henry (1982). "The dilution effect: The role of the correlation and the dispersion of predictor 
variables in the use of nondiagnostic information.". Journal of Personality and Social Psychology. 43 (6): 1163–1174. 

https://en.wikipedia.org/wiki/Heuristics_in_judgment_and_decision-making


3. Anchoring and Adjustment 
This describes the phenomenon of a person starting from an ANCHOR - a readily available 
number - and seeking plausibility from there, based on that anchoring number. People will 
hew to the starting point they are given and treat it as a mean. The headline about this kind 
of bias is that anchor values contaminate estimations and destroy a person’s ability to 
estimate objectively.  
 
The easiest and most common example of this within the digital advertising business is 
when someone says “How many clicks will I get for $1,000?” It is not possible to give that 
person a number that will reflect objective reality. You can only make an educated guess 
that cannot account for a million externalities, but whatever you tell them will be the 
number against which any future outcome is judged.  
 
And, to drive the point home about the strength of this effect: literally any random number 
considered prior to judgment of numeric or perceived values will contaminate the 
estimation. In research studies, if people write down the last two numbers of their social 
security numbers, and they KNOW they are writing down the last two numbers of their 
social security number, the act of them thinking of those numbers and then being asked if 
they would be willing to pay that number for some luxury good has an immediate and 
demonstrable effect on a closely followed activity, like bidding in a blind auction for the 
kind of item you were just discussing.  6

 
4. Affect Heuristic 

The affect heuristic describes how fear, pleasure, surprise, or sadness in response to a 
stimulus affects someone’s ability to make sense of information. When people use gut 
reactions to judge benefits or risks, it makes emotionally framed messages more persuasive.  
 
If you’ve ever wondered why negative political ads are so scary, this is why - those ads are 
meant to motivate a sympathetic audience that is not sufficiently motivated to get out and 
vote for an issue or candidate. And if they don’t work on you or immediately turn you off, it 
is because you are not persuadable to action, and thus aren’t in a pre-required state of 
consideration about the subject. 

Theories on Cause 

There are many theories about what causes cognitive bias, and now that I’ve described several of 
the most germane and common kinds of bias, hopefully you have considered how they occur - or at 
least have arrived at a place of understanding where some of these processes sound familiar. 
Behavioral economists have built successful research practices around proving that these processes 
happen in a repeatable, demonstrable way. They have also tried to provide a scientific explanation 
for the cause of these biases, and have been less successful in that endeavor. However, the most 
popular theories offer some insight into how one might mitigate cognitive bias, even if it cannot be 
completely defeated. I explore the most relevant causes below. 
 

6 This is both ridiculous and true, as outlined in several studies and compiled to further examination in George 
Loewenstein (2007), Exotic Preferences: Behavioral Economics and Human Motivation, Oxford University Press, pp. 
284–285 



Cognitive Laziness 
This might seem like an individual criticism, but it actually describes a neurological process 
which is, at least theoretically, common to everyone of normal brain function and intellect.  
 
The theory of cognitive laziness states that the human brain is responsible for taking in and 
dealing with far more information than it is truly capable of handling in a granular way - 
basically, the brain wants to judge every single thing it encounters in an objective, 
evaluative way, but it just can’t. As an answer to that information processing bottleneck, it 
uses cognitive shortcuts to evaluate and classify big chunks of information, to which it 
relates many details which are more finely considered.  
 
This reduces the effort required by the brain to make many decisions, which as a balancing 
act is generally a good thing. However, it also blows the door wide open to errors caused by 
evaluative and judgmental shortcuts, which is how people get into trouble.  It also is not 7

counteracted by superior intellect or broad experience, and in fact this may make someone 
even more likely to make a bad decision or to interpret information incorrectly, precisely 
because they are so certain that they know better. 
 
Attribute Substitution 
This is the process in which someone answers a complicated question by answering a 
different, related, but simpler question. They simplify to make things less scary, or less 
uncertain. This is especially true if it focuses on a rosier fine detail in lieu of an 
uncomfortable broad truth. 
 
The more remote or less accessible the primary factor in the original question, the more 
likely and easily a substitution can be made.  It is important to note that this happens 
without malice or forethought, and happens completely without conscious awareness.  
 
This is absolutely related to and functions the same with emotional intelligence, logistical 
sophistication, or moral complexity. This is why people may not realize their own bias, or 
why it is difficult for them to be objective about something to which they are close, or with 
which they are heavily involved.  
 
This is a function of intuition rather than self-reflection, which is the best understanding of 
why someone doesn’t realize they are doing it.  
 
Once again, Kahneman’s work is particularly useful in providing an overview:   8

 
  

7 Shah, Anuj K.; Daniel M. Oppenheimer (March 2008). "Heuristics Made Easy: An Effort-Reduction Framework". 
Psychological Bulletin. American Psychological Association. 134 (2): 207–222. 
8 https://en.wikipedia.org/wiki/Attribute_substitution 



Kahneman and Frederick propose three conditions for attribute substitution: 
 

1) The target attribute is relatively inaccessible. 
 

2) Substitution is not expected to take place in answering factual questions that 
can be retrieved directly from memory ("What is your birthday?") or about 
current experience ("Do you feel thirsty now?). 
 

3) An associated attribute is highly accessible. 
 

This might be because it is evaluated automatically in normal perception or because it 
has been primed. For example, someone who has been thinking about their love life 
and is then asked how happy they are might substitute how happy they are with their 
love life rather than other areas. 
 
The substitution is not detected and corrected by the reflective system. 
 
For example, when asked "A bat and a ball together cost $1.10. The bat costs $1 more 
than the ball. How much does the ball cost?" many subjects incorrectly answer $0.10. 
An explanation in terms of attribute substitution is that, rather than work out the sum, 
subjects parse the sum of $1.10 into a large amount and a small amount, which is easy 
to do. Whether they feel that is the right answer will depend on whether they check the 
calculation with their reflective system.  9

 
Kahneman gives an example where some Americans were offered insurance against 
their own death in a terrorist attack while on a trip to Europe, while another group 
were offered insurance that would cover death of any kind on the trip. Even though 
"death of any kind" includes "death in a terrorist attack,” the former group were 
willing to pay more than the latter. Kahneman suggests that the attribute of fear is 
being substituted for a calculation of the total risks of travel. Fear of terrorism for 
these subjects was stronger than a general fear of dying on a foreign trip.  

Cognitive Bias in Political Advertising and 

Communication 
The ideal and logical question for you to consider at this moment is: does this apply to political 
communications? Can an operational understanding of this part of behavioral economics improve 
the work of political professionals, or the effectiveness of campaign communications? Can it make 
us better at mitigating the effect of campaigns and organizations adapting Russian propaganda 
techniques for their own use? 
 
The answer to these questions is yes.  

9 In case you need it, the answer is that the ball cost .05 and the bat cost $1.05. 



The Proper Philosophical Approach of the Modern Ethical 
Campaign 
The first way I want to apply what we now know about cognitive bias is to think through what the 
average voter will do while trying to process the average deck of daily political campaign 
communication: we are asking them to judge a great deal of information they may not readily 
understand, and to do so in an emotionally-charged context, and we have no idea what their 
immediate environment during the reception of that communication may be.  
 
We are asking this voter to make a decision, and this voter will make mistakes.  
 
They will attach meaning to something that’s happened to them in the past or to someone they 
know or to something they read about in the news or “the news” or social media (availability), and 
project that meaning onto a piece of information a campaign gives them. If their interpretation of 
that information differs too much from their expectation, they may project that difference on to 
every other piece of information we’re presenting, regardless of source or claimed impact 
(representation).  
 
They may take a policy statistic a campaign has given them, or some metric they’ve read about 
elsewhere, and use that as a frame of reference for their overall judgment of the information a 
campaign is presenting (anchoring). And they are doing all of this in the context of an election, in 
the current political climate, weighed against whether the last election’s outcome has resulted in a 
government that matches how they want to live, or that they think represents them (affect). 
 
The opportunities for breakage, for bias to overrule logic or a person’s ability to organize facts and 
make a rational judgment, are numerous. This has always been true in thinking about politics and 
policy, but social and digital media has accelerated and hypercharged this process because of how 
people use the platforms to learn about the world, to identify with teams and brands and causes, 
and to understand reality. That’s not a criticism of social media, but rather a statement of how the 
world works in 2018. 
 
Our immediately obvious options are as follows: we can reduce the amount of information we give 
to the voter, or we can restructure how we give them the information which is relevant to the 
decisions they need to make, while still maintaining a posture of full transparency and clarity of 
message. Option 2 is clearly the only moral or ethical path in a  democracy, and so it is the only real 
option. 
 
The value of candor - not lying, certainly, but also not prevaricating or shading the truth - cannot be 
overstated in a modern political environment in which lies are the assumption and in which exists a 
nearly limitless supply and demand for meme-based political propaganda. Being candid requires 
clarity and transparency of process, and it also requires a willingness to report when you’ve made a 
mistake, or when what you projected would happen does not.  
 
This posture won’t work on the 35% of the partisan-opposed electorate that will automatically 
assume you’re lying, or at least it won’t for awhile. But, if nurtured and invested in as a practice, 
political candor has an enormous potential value to, say, a government, a candidate, or a 



constituency. It is the only way out of the vortex of polarization in which we currently find 
ourselves because it is the only way to overcome the current repeating cycle of cognitive bias and 
tribalistic reinforcement. Further, it positions the candidate or government as a reputable and 
earnest source of information. Integrity, and a reputation for integrity, are valuable in several 
contexts. 
 
If a polity can believe its elected officials, they are more inclined to tune in and less inclined to drop 
out. Turnout and general civic engagement improve. The discourse improves. Policy outcomes and 
voter cognizance improve. There is no downside, in the grand scheme of things, and the big upside 
is that it saves western democracy by building up a polity that is highly resistant to computational 
propaganda and hybrid informational warfare - the more readily a group can recognize truth, it can 
equally capably disregard false information. 
 
Plus, you should tell the truth. The truth has the added bonus of being morally correct, and further, 
citizens hold [almost all] politicians to a higher standard of morality and ethics.  

Digital Media Buying as Risk Mitigation vs TV as Risk 
Vulnerability 
The current operational approach for most Democratic campaigns is to treat digital 
communications as an optional facet. Some high profile campaigns have someone in organizational 
leadership who truly believes in or - more importantly - understands how digital communications 
work. You saw this with vaunted and successful operations like Obama, Bernie, and Trump.  
 
Those are the outliers. Usually, a general consultant or campaign manager will give the task of 
social media or digital ad buying to a consultant located firmly outside of the campaign’s day to day 
operations. Or worse, they assign it as an extra service to a mail shop, or a paid acquisition 
consultant, or the fundraiser. Or, worst of all (and probably most common), a campaign will give it 
to their sharpest young volunteer or intern, and only put money towards building an audience or 
buying ads when they have something extra lying around in the bank.  
 
Campaign operatives decide to do this for a number of reasons, including but not limited to external 
pressures from party organizations. How they arrive at this decision is understandable. However, 
this is, objectively, the wrong way to do it.  
 
There are costs associated with doing things differently, not the least of which is that losing a race 
with a new approach is, irrationally, less acceptable to the political professional community than 
losing a race the same way everyone else has been losing for years. This is especially difficult to 
understand given two important factors: 
 

1. Campaign professionals celebrate and venerate the high profile national success stories like 
the data operations of Obama, Bernie, and Trump; and 
 

2. Campaign professionals understand how cost effective social and digital media is as a 
baseline cost comparison, usually because of the legends and post-mortems passed around 
about the successful high profile campaigns which came before. 

 



So, it is completely irrational and a solid example of cognitive bias that an otherwise intelligent and 
capable general consultant or campaign manager will still choose to waste most of a congressional 
campaign’s media budget on television, even at a total disadvantage in finance, and even in a district 
with a grossly inefficient DMA distribution, which will lead to cost structures even more difficult 
than normal TV.  
 
This poor choice does not build an audience, it does not take advantage of the same toolset being 
readily abused by bad actors, it is not an efficient use of resources, and it willfully refuses to observe 
and operate in the world as it actually exists. Rather, it tries to do two things in an inefficient way, 
and usually fails: 
 

1. This action seeks to remind likely voters to vote for someone they are likely to vote for 
anyway, which is an acceptable goal, but inefficiently reached at too high a price; and 
 

2. This action seeks to convince persuadable likely voters to decide to vote for their candidate, 
which is an understandable goal, but one undertaken under duress and from an impossible 
position, against an opponent who will have an insurmountable advantage in resources, and 
by extension, an unfair advantage in time. 

 
This approach also cedes the vitally important turf of social media to the other team without a 
challenge. This is a critical mistake, and election results from everywhere in 2016 should make the 
argument against any Democratic adoption of such a strategy on its face. To only do the bare 
minimum in terms of digital and social media, or to treat them as an afterthought or an extra, is to 
forfeit those channels to Republicans. Explicitly, the deliberate act of forfeiting social and digital 
media to Republicans is professional malpractice.  

A Texas Democratic Campaign on Earth 2 
Suppose, as an exercise, a Democratic congressional campaign took the same money it normally 
spends on an inefficient, short-term, low-return TV buy and instead spent that money on building 
an audience, with staff or consultants as wired in to the campaign’s day-to-day operation as field or 
finance. This is an audience that believes in the candidate and the campaign. This audience has 
consistently received messages about vision and outlook without being hard-sell pressured to 
contribute or volunteer. This is an audience that has been efficiently reached and communicated to 
over a long period of time, during which affinity and self-identity with the brand of the campaign is 
achieved and reinforced.  
 
In building an audience in this way - not unlike Obama and Bernie and Trump did, and even 
executing it more like Trump in that the campaign focuses on cost-efficient tools already available 
rather than engaging in the expense of building their own - the campaign has avoided two problems 
which destroy most candidates’ efforts.  
 
  



First, they have avoided wasting money, and have built a community to whom they can appeal for 
money, thus gaining a demonstrable, rolling return on the investment of communicating to that 
audience and retaining them in the first place. For past examples of this at work, see Obama and 
Bernie. For a current and visceral example of this happening right now, as well as to see the 
significant field advantage a strong digital audience provides in a non-national race, see Beto 
O’Rourke. If you build an audience the right way, pressure from PACs and national organizations to 
spend money in a certain way exerts less of an operational influence, and so makes cognitive bias 
mistakes and errors in judgment about budget issues less likely. . 
 
Second, they have avoided engaging in the significantly difficult task of convincing likely voters in a 
crowded informational market to align with their candidate. Campaigns are usually forced to 
attempt this while having not enough money to spend and thus operating at a significant market 
disadvantage. This operational disadvantage regularly kills products with years of institutional 
infrastructure and tons of brand equity and affinity among their established target audience. It is a 
significantly more self-destructive path for something so temporary and fraught as a political 
campaign, especially in challenging an incumbent. 
 
Building a proper audience mitigates the structural risk of cognitive bias in political 
communication, but it also provides a simpler cost-benefit advantage.  By engaging in the behavior 
opposite of convincing a likely, undecided voter that they should vote for your campaign in the last 
few days before an election, you can instead build a local polity of people who agree with your 
campaign’s fundamental positions and ideas, and then do the much easier work of convincing / 
reminding those people to vote. In fact, that’s the last thing you ask them to do, after you’ve asked 
them to do a bunch of other things, which they are happy to do because you didn’t formally 
introduce yourself by yelling at them once in a TV ad jammed between two of your opponents ads 
three days after early voting starts. 
 
This is what Trump did, and it is arguably why Trump won. He staked out a message consistent in 
tone and broad strokes (though obviously chaotic in topic and low on policy detail) and then spent 
more than a year and $90 million dollars on Facebook asking people by way of media buying and 
planning if they were on his team. Texas Democrats have spent two decades over-targeting likely 
Democratic voters, and have opted to communicate to reliable Democratic primary voters at the 
expense of growing an audience for the party. The result of that strategy is well-known.  

Communications and Media Planning as Both Offense 
and Defense 
We have just made a logical, mechanical, strategic case for building an audience early and 
consistently with digital, and prioritizing related staffing and spend to parity with other traditional 
media and communications spending options. Further, we have made the case for preferring 
consistent long-term digital communications and media buying over high-cost, low-return 
expenditures like TV in specific conditions, specifically when a campaign is going to get outraised 
and outspent 2-1 or 4-1 in an expensive DMA.  
 
  



These reasons should be enough to convince any logical campaign operative that this posture is 
imperative for Democratic campaigns playing an unfair game in an unfair finance environment in 
Texas. However, if those reasons aren’t sufficient, we have one more, and in 2018, it is the most 
important - and the most inarguable. 
 
In our ongoing research project “Dark Matter,” we identified three risks which threaten the 
integrity of the 2018 US election cycle and act in concert with one another to create a critical, 
systemic, environmental risk. One of those risks, cognitive bias, is discussed here at length. The 
other two risks are directly related - the computational propaganda operations of Russian 
intelligence in an ongoing hybrid informational war against the United States; and the adoption of 
those Russian intelligence computational propaganda methods by domestic campaigns and political 
organizations. The organizations adopting these techniques are overwhelmingly conservative, and 
the audience for the content these techniques produce is likewise overwhelmingly conservative. 
 
Every campaign will operate throughout the 2018 cycle from a place of vulnerability to these risks. 
They are inescapable, even if you are not a very high profile race like Beto’s. We believe that Beto’s 
campaign will be actively targeted by foreign intelligence measures, and we believe those activities 
will have an adverse effect on down ballot races and expose them to proxy risk.  
 
We also believe that, because a significant portion of this activity takes the form of randomized 
swarm attacks, powered by bot-nets, any external spectacular event can expose a campaign to 
significant risk. This could range from a school shooting to a natural disaster to civil unrest.  None of 
these eventualities are in a campaign’s control, and they aren’t the campaign’s fault. But not 
preparing for them and failing to build a campaign structure which can respond to these risks is a 
critical error in judgment. 
 
In thinking about these risks, it is important for campaign organizations to understand: while 
buying TV against a much better-funded opponent might be an uphill battle or a losing proposition 
in a normal political environment, it is no way to mitigate the risk or effects of computational 
propaganda attacks. You cannot mitigate these effects by suddenly dumping money into digital in 
an effort to change a current conversation. If you do not already have an audience inclined to believe 
you, no amount of money will create one on short notice. 
 
If a campaign has invested in building an audience, and has a plan for how to communicate to that 
audience about computational propaganda attacks when they occur, that campaign is properly 
prepared for these attacks and may even be able to turn such an event to their narrative advantage. 
Your audience will believe you. They will advocate for you and help you tell the story of what 
happened. They are an invaluable resource in defending against propaganda attacks, and in 
pivoting towards offense with lucid, consistent storytelling. 



Relationship Building in the Age of Computational 

Propaganda 

Problems of "Engagement" 

Blue collar workers didn't show up for HRC because they felt left out. Bernie supporters are 
extremely passionate, but are also being manipulated by Russian botnets because of their 
enthusiasm and willingness to believe anything that sounds nice, including "free college for all." 
Voter turnout is around 7% for local elections in Texas. How can one motivate voters to turnout? It 
is instructive to take a page from the "connected companies" who operate heavily on social media, 
and who understand how to communicate with people who use the Internet, and especially 
smartphones and tablets. These companies constantly seek a "relationship" with customers and 
potential customers, especially because of the easy availability of alternative products, services, or 
sources of information.  

Off-Year Brand Soak and Surveying 

Engagement means the customer feels heard, valued, and influential. The customer feels like part of 
a coalition, and one not selling rainbows and unicorns, but rather informed choices and carefully 
considered policy positions. Building a series of consistent and positive interactions with the 
customer -- the persuadable voter -- means that the brand (the national party, the state party, the 
county organization, or the candidate) is a source of trusted information that will resist degradation 
by external bot attacks and fake news.  
 
Positive interactions and trust-building are all the more important in a non-election year, since the 
voter does not perceive the engagement as an eleventh-hour hail Mary for voter turnout or 
hot-button issue persuasion 48 hours before the election. Forward-looking individuals will perhaps 
see the long-term goals of the relationship ("voting our way, next time"), but even here, the "brand 
soak" carries a sense of investment and engagement that serves to persuade and armor that voter 
against the exaggerated or untrue mud-slinging by other, better-funded, and better-known 
candidates.  

Target Persuadable Voters 

Persuadable voters are turned off by the childish antics of the President and the vigorous, 
hypocritical grandstanding and hatred embodied in the comfortably gerrymandered GOP, even if 
they were raised Republican, or claim to be Libertarian, or have never engaged in political behavior 
before. Have public conversations on social media that allow readers to fairly compare policies and 
platform planks to those across the aisle. Ask questions -- especially via odd-year surveys (not push 
polls!) that teach you who these people are, what their concerns are, who they have supported in 



the past, what their policy priorities are, and their perceptions of policy preferences among "your" 
crowd. Give them honest feedback on their selections. Make the results public. Identify attempts to 
distort the surveys with dishonest participants, or better yet, survey in person. Recruit, engage, sell, 
and learn. 

Speak the Truth 

In a climate where trustworthy news sources are scant, and where any unfavorable news story is 
immediately shouted down as "fake news!" by those who don't like the story, truth is fragile, and 
easily ignored. But teaching people that "the two red ants you saw yesterday aren't representative 
of all ants," or "the Muslim charities that hand out water in Flint, Michigan are filled with patriotic 
Americans," allows the brand to reach out, with positive stories, and real impact. These stories are 
expensive: they can't be retweeted; they have to be researched, because any number of good or bad 
stories can be disproven, not merely by reading Snopes, but by honey-pot undercover operatives 
who will say you want to sell baby parts.  

The Payoff 

The payoff will be marginal by 2020, but the thin margins of 2016 and 2017 should be instructive 
enough that moving the needle won't take much, and further, re-building relationships with soured 
Democrats or engaging recently politicized individuals may be easier than prying "Never 
Trumpers" away from the GOP.  10

Conclusion 
Along with basic digital security best practices, building a digital audience the right way is the best 
way to mitigate the risk of computational propaganda. Additionally, every campaign should build a 
competent, consistent earned media playbook, enacted when a computational propaganda attack 
occurs. Finally, every campaign should be trained in how to recognize fake news and computational 
propaganda, and should either have sufficient internal skills to identify and diagnose a direct 
computational propaganda attack, or have a protocol and trusted advisers to bring in during an 
attack. This last resource will also prevent you from incorrectly attributing or diagnosing attacks or 
data breaches. 
 
If a campaign follows these guidelines, it can proactively mitigate a great deal of this environmental 
risk, and has advanced the cause of institutional defence against computational propaganda ahead 
of 2020. Every campaign that does not follow these guidelines increases the risk and vulnerabilities 
for every other campaign on the ballot in their respective geographical universe.  
 
  

10 Though consider Doug Jones -- not elected with crossover voters, but rather by frustrated Republicans who 
stayed home, or who voted for Luther Strange and Nick Saban. Jones's civil rights history and careful 
advertising inoculated him against some of the usual attacks flung at Democrats. 
 



From a national perspective, if campaign organizations and national Democratic political groups do 
not expend the effort necessary to do this infrastructural triage work in 2018 or enable and 
encourage regional organizations to do this work, it will not be possible to make up the ground with 
opposing campaigns operating on these terms in the 2020 cycle. The technological debt and 
communications inertia will be too great to overcome. 
 
So: if the logical, functional, mechanical reasons aren’t sufficient to convince you, the critical risk 
mitigation factor should be enough. There is no silver bullet or quick fix, but rather only a difficult 
and necessary process. There is no other way. Taking this path makes steady progress towards 
solving many critical problems, and actively works to offset disaster. 
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